
SPEC: Secure Private Embedding Computation for Real-Time Transformer
Inference

Abstract
Large Language Models (LLMs) require users to

send sensitive inputs to remote servers, raising pri-
vacy and compliance risks. Existing cryptographic
secure-inference protocols remain infeasible for billion-
parameter transformers due to heavy online interaction,
CPU-bound cryptographic kernels, and the high cost of
securely evaluating transformer non-linearities.

To address this, we present SPEC, a two-server se-
cure inference system for dense transformer LLMs in the
non-colluding servers model. Unlike prior approaches
that operate on discrete tokens, in SPEC the client secret-
shares continuous embeddings across two servers, elimi-
nating secure vocabulary lookups. The servers execute
linear layers as GPU-native arithmetic on secret shares
and evaluate transformer non-linearities via lightweight
FSS-based protocols.

On Llama-3.1-8B-Instruct with 128-token inputs,
SPEC achieves 9.78s TTFT in LAN settings, matching
native top-1 and top-5 token predictions across 128 to-
kens of autoregressive generation (max absolute logit
error 0.78 vs. vanilla inference). Compared to prior
2PC/3PC systems on comparable 7–8B models, where
TTFT ranges from 52s (NEXUS [63]) to 832s (Bumble-
Bee [27]) at n=8, SPEC delivers 39–626× speedup.

1 Introduction

Large language models (LLMs) have driven the
widespread adoption of machine-learning-as-a-service
(MLaaS), where cloud-hosted models serve inference
requests via APIs. However, centralizing inference on
third-party infrastructure creates a privacy bottleneck.
In sensitive domains such as healthcare, finance, and
legal services, allowing servers to access plaintext in-
puts often requires high-trust agreements that may be
insufficient for highly sensitive data [28, 46]. Even when
model weights are publicly released, clients must still

Figure 1: SPEC overview (two-server secure LLM
inference). The client secret-shares input embeddings to
two non-colluding servers. Public-weight linear layers
run locally on shares (secret–public matmuls); Beaver
triples are used only for secret–secret bilinear products
(e.g., attention QK⊤). Non-linearities are evaluated with
FSS-based protocols. Each server returns an output share,
which the client combines to reconstruct the result.

trust the server operator not to inspect, log, or misuse
their queries [49].

A natural mitigation is to avoid sending token IDs
and instead outsource only continuous embeddings
(“embedding-as-a-service”), potentially with local obfus-
cation such as Split-and-Denoise (SnD) [39]. However,
recent generative embedding inversion attacks (GEIA)
show that sentence embeddings can still leak substantial
information about the original text [32]: because embed-
dings are trained to preserve rich semantic (and often
lexical/syntactic) signals, a learned decoder or generative
prior can reconstruct plausible inputs that match those
signals. This motivates cryptographic protection even for
continuous representations.

The fundamental challenge of secure transformer in-
ference lies in what we term the Privacy–Efficiency Para-
dox: protecting inputs with cryptographic protocols intro-
duces online interaction (i.e., extra messages exchanged
between parties during inference, organized into commu-
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nication rounds) and expensive secure evaluation of non-
linearities. In autoregressive decoding, these costs fall
on the critical path, so communication rounds—each in-
curring at least one network round-trip time (RTT)—and
non-linear kernels compound across layers and across
generated tokens [13, 23, 31, 41]. As a result, existing
approaches either incur large slowdowns or rely on ap-
proximations that can degrade accuracy [13, 55]. We
briefly review the dominant paradigms below.

1.1 Multi-Party Computation (MPC)

While standard MPC protocols are effective for generic
secure computation and shallow, non-autoregressive neu-
ral networks, they struggle at transformer scale due to
the combined cost of massive computation and frequent
network round trips (RTTs).

Additive secret sharing makes linear layers with public
weights interaction-free: each server can apply the same
linear map to its share locally. In practice, the bottle-
necks come from operations that cannot be computed
locally on shares—secret–secret products (e.g., attention-
score matmuls) and non-linearities (e.g., softmax and
activations)—and, in token-ID-based systems, oblivious
embedding/vocabulary access. In autoregressive decod-
ing, these interactive steps introduce round-trip barriers
on the critical path, underutilize GPUs, and inflate end-
to-end latency (TTFT).

Beyond synchronization, non-linear operations
present a computational wall. Attention requires se-
curely evaluating softmax(QK⊤/

√
dk) [18, 51], which

involves exponentiation and division—operations that
are trivial in plaintext but typically require expensive
polynomial approximations or garbled circuits in MPC.
Modern activations (GeLU, SiLU) and normalization
layers (LayerNorm/RMSNorm) similarly require ap-
proximation [3, 15, 24, 43, 61]. As noted by Li et
al. [31], these steps dominate the secure runtime, turn-
ing negligible plaintext costs into substantial commu-
nication and processing overhead. Recent secure trans-
former/LLM inference systems include MPCFormer [31],
PUMA [13], BumbleBee [27], BOLT [41], Ditto [54],
and MPC-minimized approaches [45]. Recent work has
also explored hybrid architectures such as Fission [50]
and FSS-centric protocols/systems for secure inference
(e.g., SHARK [19] and related FSS frameworks such as
FssNN [57] and PriFFT [59]).

Many MPC systems are also CPU-bound: crypto-
graphic kernels and share handling often run on the host
with irregular control flow, forcing frequent CPU–GPU
synchronization. This prevents GPU saturation and can
push latency into tens of seconds or minutes, making
interactive use impractical.

1.2 Fully Homomorphic Encryption

Fully Homomorphic Encryption (FHE) offers an appeal-
ing promise: computation directly on ciphertexts without
server-side decryption. However, despite recent algorith-
mic advances, FHE remains impractical for generative
LLMs due to two bottlenecks: noise-budget exhaustion
and approximation error. Recent FHE-based transformer
inference systems include NEXUS [63], THOR [2], and
ENSI [25].

FHE schemes like CKKS introduce noise that accu-
mulates with every operation. While addition is cheap,
multiplication increases noise exponentially. In deep
transformers, this noise budget is quickly exhausted, ne-
cessitating "bootstrapping"—a computationally intensive
refresh operation. As evidenced by the recent NEXUS
framework [63], bootstrapping remains the dominant bot-
tleneck, consuming over 62% of total runtime even on
high-end hardware.

State-of-the-art FHE protocols like NEXUS [63] have
achieved significant milestones, such as running BERT-
base inference in 37.3 seconds on a cluster of four
NVIDIA A100 GPUs. However, this result exposes the
fundamental scalability gap between discriminative mod-
els (like BERT) and generative LLMs (like LLaMA).

• Depth vs. Runtime: BERT-base is a shallow
encoder-only model. Scaling this to a 32-layer gen-
erative model like Llama-3-8B exacerbates the cir-
cuit depth. NEXUS reports that even for Llama-
3-8B, input processing alone takes over 50 sec-
onds on GPUs [63], making autoregressive gen-
eration (which requires hundreds of such passes)
prohibitively slow.

• Hardware Dependency: Achieving even these bor-
derline results requires massive hardware acceler-
ation. The requirement for multi-GPU clusters to
serve a single inference request makes high-volume
deployment economically non-viable compared to
plaintext baselines.

Another critical, often underreported issue in FHE is
the loss of model accuracy due to polynomial approxi-
mations of non-linear functions (Softmax, GeLU). Since
FHE cannot natively evaluate these functions, they must
be approximated via high-degree polynomials. Recent
analysis by Xu et al. (2025) in the BLB framework [55]
reveals that NEXUS’s approximations exhibit a maxi-
mum relative error of 297% compared to plaintext ex-
ecution. These approximation errors compound across
layers, significantly degrading inference accuracy unless
the model undergoes expensive "approximation-aware"
fine-tuning. This creates a tradeoff: FHE protocols must
either accept prohibitive latency (high-degree polynomi-
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als) or unacceptable accuracy loss (low-degree approxi-
mations).

1.3 Trusted Execution Environments
Hardware-based isolation (e.g., Intel TDX, NVIDIA
H100 Confidential Computing) offers the only current
path to near-native performance. However, they funda-
mentally fail to satisfy the Mutual Distrust model re-
quired by high-security applications.

TEEs rely on the axiom that the hardware vendor
is trustworthy and the silicon is bug-free. This trust
has been repeatedly eroded by microarchitectural side-
channel attacks (e.g., Spectre, Meltdown, and Fore-
shadow) that can extract secrets across isolation bound-
aries [10,26,29,34]. For scenarios involving nation-state
adversaries or strict regulatory liability, TEEs provide at-
testation (proof code ran) but not cryptographic privacy
(proof math wasn’t leaked).

While GPU TEEs address the compute gap, they intro-
duce significant I/O overheads. The encryption of traffic
across PCIe and NVLink interconnects creates bottle-
necks for I/O-bound LLM workloads, often incurring a
20–30% performance penalty and requiring specialized,
premium-priced infrastructure [40].

1.4 Our Contributions
We reframe secure inference not as a purely crypto-
graphic optimization problem (i.e., accelerating a fixed
circuit), but as an architectural problem: minimize the
fraction of the transformer that requires interaction,
thereby reducing round-trip barriers on the critical path.
We propose SPEC, which operationalizes this shift via
two contributions:

• Interaction-Free Linear Evaluation via Contin-
uous Sharing. Recognizing that linear layers with
public weights require no interaction under addi-
tive sharing, we replace discrete token lookups with
a client-side encoding that distributes continuous
embeddings as secret shares. This enables servers
to execute all weight-based projections using stan-
dard local GEMM kernels, removing cryptographic
interaction from the linear path.

• Hybrid Architecture with Targeted FSS and
Beaver Triples. We consolidate the remaining
unavoidable interactions at the model’s non-linear
boundaries (Attention, GeLU/SiLU, RMSNorm).
By using FSS for activations and Beaver triples for
secret–secret attention products, we invoke heavy
cryptographic primitives only where mathematically
necessary, without negating the latency gains of lo-
cal linear evaluation.

2 Preliminaries

Before describing SPEC, we establish the cryptographic
building blocks and threat model that underpin our secu-
rity guarantees.

2.1 Secure Multi-Party Computation
Secure multi-party computation (MPC) enables multiple
parties to collaboratively compute functions over private
inputs without revealing the underlying data [1, 5, 12, 16,
35, 38, 42, 62]. In the two-server setting, a client can
outsource inference to two non-colluding servers while
maintaining input privacy via cryptographic protocols.

Additive Secret Sharing. We use additive secret shar-
ing over Z2bw . For a secret value v, the shares (v0,v1)

satisfy v0
$←− Z2bw and v1 = v− v0 mod 2bw, which pro-

vides information-theoretic privacy for either share in
isolation.

Local linearity with public operands: If W is public
and e = e0 +e1 is shared, each server computes yi =Wei
locally, and reconstruction yields y0 + y1 =We.

Shared–shared products: For two shared values x =
x0 + x1 and y = y0 + y1, naive local multiplication xiyi
omits the cross terms. We therefore use Beaver triples (or
equivalent techniques) for secure multiplication, includ-
ing dot products and matrix multiplication over shares.
This enables GPU acceleration for linear layers with pub-
lic weights, while using triples only where shared–shared
products are required.

2.2 Garbled Circuits
Garbled circuits [58] provide a general mechanism for
secure two-party computation of arbitrary Boolean func-
tions. One party creates an encrypted circuit representa-
tion in which wire values are encoded as cryptographic
labels. The evaluating party processes the garbled circuit
using these labels to compute the function output without
learning intermediate values.

Each logic gate in a garbled circuit requires crypto-
graphic operations and the transmission of gate tables.
For complex functions requiring many gates, this ap-
proach incurs substantial communication and compu-
tational overhead, making it less suitable for the high-
dimensional arithmetic operations common in neural net-
works.

2.3 Pseudorandom Generation
Efficient MPC protocols minimize communication by
using pseudorandom generators (PRGs) to expand short
seeds into large amounts of correlated randomness.
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Counter-mode encryption provides a practical PRG con-
struction: PRG(k, i) = AESk(i), where a key k and
counter i produce pseudorandom output.

This technique enables efficient share distribution for
large data structures. Instead of transmitting O(nd)
field elements for an n× d matrix, parties can share a
short seed and locally generate correlated randomness.
Counter-mode’s inherent parallelizability makes it well-
suited for GPU implementations. Advances in pseudoran-
dom correlation generation, such as BarnOwl [52], fur-
ther reduce communication overhead by enabling silent
preprocessing for key cryptographic primitives.

2.4 Fixed-Point Arithmetic in Secure Com-
putation

Neural networks operate on real-valued parameters and
activations, while MPC protocols compute over finite
fields or rings. Fixed-point representation bridges this
gap by encoding a real number x as an integer ⌊x · 2s⌋,
where s is the number of fractional bits. Arithmetic then
proceeds in the ring Z2bw with total bitwidth bw.

This representation supports addition and multiplica-
tion with controlled precision loss [44, 47, 48, 53]. How-
ever, non-linear functions such as exponentials, division,
and square roots are expensive to compute securely. Poly-
nomial approximations—particularly piecewise-linear
approximations over bounded domains—provide a prac-
tical alternative. In all experiments, we use fixed-point
arithmetic over Z264 with scaling factor 252 (bitwidth
bw=64, fractional bits f=52).

2.5 Function Approximation Techniques
Complex mathematical functions required in neural net-
works can be approximated using piecewise-linear func-
tions over bounded input domains. Given a target func-
tion f (x) and domain [a,b], the domain is partitioned
into segments, with each segment fitted to a linear ap-
proximation f (x)≈ aix+bi for x ∈ [xi,xi+1].

These approximations reduce non-linear evaluation
to a small number of table/polynomial evaluations. In
SPEC, the required segment selection and table access
is performed securely using FSS primitives, after which
evaluation is local on secret shares.

2.6 Our Threat Model
We analyze SPEC in the standard semi-honest (honest-
but-curious) two-server MPC setting with one client C
and two non-colluding inference servers S0 and S1. The
client holds the private input token sequence and locally
computes the corresponding embeddings. Model param-
eters (including transformer and embedding weights) are

public and may be known to all parties. The client is
trusted and follows the protocol. Servers follow the pro-
tocol but may attempt to infer private information from
their local views.

Each server Si receives additive shares of the client’s
fixed-point embeddings and participates in the offline
generation of correlated randomness (e.g., Beaver triples
and FSS keys). An adversary controlling Si learns:

• its local randomness and state, including all prepro-
cessed triples and FSS keys;

• its shares of inputs, intermediate values, and out-
puts;

• all incoming and outgoing protocol messages, in-
cluding their contents, sizes, and timing.

The adversary may perform arbitrary offline analysis
on this view, including correlation and frequency analysis
across multiple client queries. It cannot deviate from
the protocol, cannot observe the other server’s internal
state, and cannot break the underlying cryptographic
primitives (e.g., pseudorandom generators or message
authentication codes). We explicitly assume that S0 and
S1 do not collude; if they pool their additive shares, they
can reconstruct the client’s embeddings by design, as in
any two-party secret-sharing protocol.

Our security goals are:

1. Single-query privacy. For any fixed client query,
each individual share of the input embeddings is
information-theoretically independent of the plaintext
input.

2. Multi-query privacy. Across many queries, the view
of any single server (including all shares and mes-
sages) is computationally indistinguishable from an
ideal view in which input masks and preprocessing
are replaced by outputs of a secure PRG/PCG, ruling
out frequency-style attacks on embeddings.

3. Non-linearity protection. The use of FSS-based piece-
wise approximations for Softmax, SiLU, and rsqrt
(RMSNorm), together with secure dot products over
shares, does not reveal more information about the
inputs than the outputs of the corresponding ideal
non-linear functions.

4. Output privacy. Only the client reconstructs the final
logits from the output shares; servers do not learn the
cleartext outputs.

The protocol does not attempt to hide certain meta-
data, such as the number of rounds, message sizes, or
total execution time. As an inherent consequence of the
RMSNorm protocol, the squared norm ∥hℓ∥2 of each
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hidden state is revealed to both servers; we treat this as
explicit leakage and discuss its impact in §4.7.

Out of scope for our model are active (malicious) ad-
versaries that deviate from the protocol, denial-of-service
attacks, and physical or microarchitectural side chan-
nels such as timing, cache contention, or speculative-
execution leakage. We do not employ TEEs on the
servers; SPEC is implemented purely in software [30].

3 SPEC Design and Overview

The central challenge in secure transformer inference is
minimizing cryptographic interaction—the round trips
and message exchanges that stall the GPU—without sac-
rificing security or numerical fidelity. SPEC addresses
this challenge by keeping the fast path GPU-native: lin-
ear layers with public weights are evaluated locally on
additive shares, while interaction is reserved for (i) secret–
secret products (via Beaver triples) and (ii) transformer
non-linearities (via FSS). Unlike MPC-based inference
systems that operate on token IDs and therefore require
secure embedding or vocabulary access, SPEC shares
continuous embedding vectors directly, exploiting the
linearity of transformer blocks to minimize online cryp-
tographic interaction and removing secure token lookup
from the online path.

Notations. Table 1 summarizes the primary notations
used in the remainder of this section. We denote n as the
sequence length, d as the embedding dimension, and dout
as the output dimension for a given layer. SPEC keeps
activations as floating-point additive shares for the local
(public-weight) linear layers, and converts to fixed-point
over Z2bw only inside interactive primitives (e.g., Beaver
multiplication), using fractional scale s.

FSS. Non-linear functions such as Softmax and SiLU
are evaluated using FSS primitives with pre-distributed
DPF keys and compact lookup tables. For RMSNorm,
we compute the inverse square root via an FSS-based

Table 1: Notations for the protocol description.

Notations Description

e ∈ Rn×d Embedding matrix of n tokens
e′,e′′ Additive shares of e (e = e′+ e′′)
W ∈ Rdout×d Linear layer weight matrix
y′,y′′ Output shares from linear op.
λ Security parameter
PRG(·) Pseudorandom generator
(a,b,c) Beaver triple (c = a ·b)
f̃ FSS approximation of f

rsqrt and apply it using Beaver multiplications, avoid-
ing opening per-token statistics.

Beaver Triples and PRG. To evaluate secure multipli-
cations (e.g., dot products) under additive sharing, we
use Beaver triples (a,b,c) with c = a ·b, pre-distributed
in an offline phase. Triple components are generated
from shared λ-bit seeds expanded via PRG to amortize
distribution cost.

3.1 Protocol Overview
To ground the design principles above in a concrete ex-
ecution flow, we now walk through SPEC’s online pro-
tocol. SPEC evaluates a standard transformer forward
pass [51] on additive shares; Algorithm 1 summarizes
the per-layer execution, highlighting where interaction
occurs.

3.2 Non-Linear Schemes
While linear layers run locally on shares, non-linear
operations—attention scores, softmax, and activa-
tions—inherently require interaction between servers.
This section describes how SPEC handles these bottle-
necks using a hybrid of Beaver triples and FSS, balancing
round complexity against GPU efficiency.

3.2.1 Design Choice: Hybrid Beaver Triples + FSS

A key design question is how to partition the remaining
interactive operations—those that cannot be computed
locally on shares—between different secure primitives.
Beaver triples and FSS have complementary strengths:
Beaver triples excel at structured bilinear products (e.g.,
QK⊤), while recent advances in FSS [6, 20, 21, 36, 56]
enable low-round, GPU-friendly evaluation of elemen-
twise non-linearities. SPEC therefore adopts a hybrid
design: Beaver triples for secure dot products and matrix
multiplications, FSS for Softmax and SiLU.

This division of labor is motivated by the complemen-
tary strengths of the two techniques:

• Dot products and linear algebra: Beaver triples
allow GPU-friendly implementations with simple
modular additions and multiplications, making them
ideal for large matrix multiplications in QK/AV at-
tention and MLP layers. Offline triple generation
amortizes well across many inferences.

• Non-linear functions: FSS replaces circuit-based
evaluation with GPU kernels driven by pre-
generated keys, requiring only a small, constant
number of online messages. This avoids garbled
circuits and keeps round complexity low.
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Algorithm 1: SPEC Online Phase (Single For-
ward Pass)

Input: Token IDs t, embedding table E ∈ R|V |×d

Output: Output logits z ∈ Rdout

Client:
e← Embed(t,E)
Sample random mask r; set e0← r, e1← e− r
Send e0 to S0, e1 to S1
Server Si (i ∈ {0,1}):
// All tensors below are this party’s

additive shares unless noted otherwise.
// SecureRMSNorm(x):

u← ∑ j BeaverMul(x j,x j); v← Rsqrt(u);
return (γ⊙ x) · v.

x← ei
foreach layer ℓ= 1 . . .L do

// Pre-norm self-attention
x̂← SecureRMSNorm(x)
Q←W Q

ℓ x̂;
K←W K

ℓ x̂;
V ←WV

ℓ x̂
S← BeaverMatmul(Q,K⊤)/

√
dk +M

P← FSSSoftmax(S)
A←W O

ℓ BeaverMatmul(P,V )
x← x+A
// Pre-norm MLP (gated FFN)
x̃← SecureRMSNorm(x)
G←W gate

ℓ x̃;
U ←W up

ℓ x̃
H← BeaverMul

(
FSSSiLU(G), U

)
B←W down

ℓ H
x← x+B

zi←W lmSecureRMSNorm(x)
Send zi to the client
Client:
z← z0 + z1
return z

Performance Advantages. This hybrid choice aligns
with GPU hardware characteristics. Beaver triples map
efficiently to large-scale GEMMs using CUDA cores
and tensor libraries, while FSS-based activation kernels
run on GPU with a small number of online exchanges.
Communication remains a dominant cost for these ker-
nels, but it is structured and constant-round, enabling
pipelining and amortization across heads and tokens.

Security Notes. SPEC assumes two non-colluding
servers, as described in our threat model. If the servers
collude, they can reconstruct secrets from their additive
shares by design. Under non-collusion, Beaver triples
and FSS compose as standard secure primitives for secret–
secret products and non-linearities; we present formal
security arguments in §??.

3.2.2 Lightweight FSS for Nonlinearities

We implement GPU-accelerated FSS kernels for SOFT-
MAX (attention) and SILU (MLP) that accept floating-
point additive shares and internally quantize to fixed-
point in Z2bw at scale 2s. The main practical challenge
is numerical range: naive transformer masking uses
large negative values (e.g., −∞), which can overflow
the fixed-point domain and break LUT-based approxima-
tions. SPEC uses the following techniques to keep FSS
inputs in range and avoid unnecessary online overhead:

• Range-safe causal masking. We use a bounded
mask value (e.g., −50) to ensure during quantiza-
tion it does not wrap around the range. In prefill,
we enable lower-triangular packing so masked posi-
tions are never evaluated. To avoid double-masking,
only one party adds the public causal mask.

• Unified scaling across nonlinearities. We choose
consistent fixed-point scales for softmax and activa-
tion paths so that their outputs can be consumed by
subsequent public-weight linear layers and residual
additions without additional rescaling steps.

• Offline key pooling. We pre-generate and cache
FSS keys for the tensor shapes encountered during
TTFT (sequence lengths, heads, and intermediate
sizes), so the online loop only executes the GPU ker-
nels and their associated constant-round messages.

3.2.3 Numerical Precision and Error Bounds

To ensure secure inference remains numerically faith-
ful to a cleartext forward pass, we characterize the two
sources of numerical deviation introduced by SPEC: (i)
quantization at the boundary of interactive primitives
and (ii) approximation error in the FSS lookup tables
for Softmax and SiLU. We therefore report both a sim-
ple worst-case quantization bound and an end-to-end
empirical fidelity metric (max absolute logit error).

Where Quantization Happens. SPEC preserves the
model’s native floating-point fast path for public-weight
linear layers: each server holds additive shares in floating
point and runs GPU GEMMs directly on those shares.
Quantization is confined to interactive primitives. In
particular, Beaver-based secret–secret products and FSS
nonlinearities internally encode their inputs into fixed-
point elements of Z2bw at scale 2s, execute the secure
kernel, and return values in a floating-point representa-
tion for subsequent linear layers.

Quantization Bound. Let Qs(x) = 2−s · ⌊2sx⌉ denote
rounding to s fractional bits. Then for any scalar x within

6



the supported range, |Qs(x)− x| ≤ 2−(s+1). Since SPEC
confines quantization to interactive kernels, the worst-
case per-element error grows only with the number of
such kernel boundaries along a forward pass, not with
the number of local GEMM operations.

Error Sources. The only deviations from a cleartext
forward pass arise from: (i) float-to-fixed quantization at
the boundary of interactive kernels; and (ii) approxima-
tion error from the FSS lookup tables (Softmax, SiLU,
and our FSS-based rsqrt used in RMSNorm). We clip
inputs to a bounded range as described in §3.2.2.

Empirical Fidelity Metric. We quantify end-to-end
numerical fidelity using max absolute logit error: for
reconstructed logits z (SPEC) and reference logits z⋆

(vanilla inference) on identical inputs, we report

∥z− z⋆∥∞ = max
j
|z j− z⋆j |.

This captures the worst-case numerical deviation at the
model output (which directly governs token ranking)
and reflects the cumulative impact of quantization and
approximation across all layers. Unless noted otherwise,
we compute this metric against cleartext inference using
the same model weights and activation dtypes as our
GPU baseline.

3.3 Linearity and Local Computation

The performance gains in SPEC stem from a simple al-
gebraic observation: under additive secret sharing, any
linear operation with public weights requires no inter-
action between servers. This section makes that prop-
erty explicit and shows how it applies to the dominant
computational cost in transformers—the weight-based
projections. In particular, all linear layers—such as pro-
jection matrices in attention, intermediate feedforward
transformations, and output heads—are applied directly
to secret-shared inputs using public model weights.

Let the embedding or intermediate activation vector
be additively shared as e = e0 + e1, and let W be a
public weight matrix for a linear transformation (e.g.,
W Q,W K ,WV , W1, or W2). The output can be locally
computed by each server as

We =W (e0 + e1) =We0 +We1.

Each party computes Wei independently on GPU, and
the sum of their outputs remains a valid additive share
of the result. Crucially, this operation avoids any cryp-
tographic interaction or re-sharing of weights, enabling
low-latency inference with minimal overhead.

Overall, the linearity of transformer operations and
the clear separation between public weights and secret-
shared activations form the computational backbone of
SPEC, allowing efficient batched matrix operations and
tensor-level parallelism with minimal MPC cost.

3.4 Complexity and Performance Model

To predict how SPEC scales with sequence length, model
depth, and network conditions, we derive a unified per-
formance model that separates local computation (GPU-
bound) from interactive overhead (network-bound). This
decomposition identifies which factors dominate end-to-
end latency and guides optimization priorities.

Communication and Round Complexity. From the
protocol description:

• Input sharing: O(nd) words, sent once by the client.

• Interactive primitives: per layer, secure dot prod-
ucts/matmuls (attention scores and RMSNorm)
incur O(d) words via Beaver triples; Soft-
max/SiLU/rsqrt are evaluated via FSS with
constant-round message exchanges.

• Output reconstruction: O(dout) words, sent once by
each server to the client.

Thus, the total online communication volume is

Commonline = O(nd)+O(L ·d)+O(dout) words.

Moreover, interaction is constant-round per layer and
batched: Beaver-based products and FSS kernels each
run in a small constant number of online exchanges,
vectorized across heads/tokens, plus one initial input-
sharing exchange and one final output reconstruction.

Computation Cost. On each server:

• Linear layers: All matrix multiplications (e.g.,
W Q,W K ,WV , FFN layers) are performed via na-
tive GPU-accelerated float16 General Matrix Mul-
tiplication (GEMM) routines using public model
weights.

• Non-linear layers:

– Attention and RMSNorm: Require secure
dot products over additive shares using Beaver
triples.

– Non linear (e.g., SiLU): Evaluated via FSS
approximations.
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Thus, the server-side total computation per sequence is

T (server)
comp ≈ L ·CGEMM(d,n)+2L ·CDot(d,n),

where CGEMM and CDot denote the empirical cost of the
linear and secure dot product kernels, respectively.

Latency Model. Let Bnet denote the network band-
width and RTT the round-trip latency. Local GEMMs
run in native float16. Fixed-point quantization is con-
fined to the interactive kernels (Beaver-based products
and FSS nonlinearities), which select bitwidth/scale pa-
rameters to balance range and precision.

Dominant Factors. Because modern GPUs execute the
public-weight GEMMs efficiently, end-to-end latency is
typically driven by the interactive kernels (Beaver-based
secret–secret products and FSS Softmax/SiLU), which
incur both GPU work and network traffic. SPEC’s opti-
mizations therefore focus on batching these interactions
and keeping their online exchanges constant-round and
GPU-friendly. No garbled circuits are transmitted, and
secure token-ID lookups are removed from the online
path.

4 Security

We prove that SPEC protects client inputs in the standard
simulation paradigm for semi-honest adversaries [17,
33]. Our protocol composes well-established crypto-
graphic primitives—additive secret sharing, Beaver triple
multiplication, and FSS-based non-linear evaluation—
whose security has been individually established in prior
work [4, 9, 12]. We show that the composed protocol
is secure via sequential composition [11], with a small,
well-characterised leakage function that we define ex-
plicitly, and additionally prove resistance to frequency
attacks across multiple queries.

4.1 Threat Model
We analyse security in the semi-honest (honest-but-
curious) model with static corruptions [17]. Two non-
colluding servers S0,S1 hold the public model weights
and execute the protocol faithfully, but each may at-
tempt to learn additional information from its view. A
client secret-shares its input embedding across the two
servers and reconstructs the output from their returned
shares. Correlated randomness—Beaver triples and FSS
keys—is generated during a trusted offline (preprocess-
ing) phase by a dealer D who does not participate in the
online phase and does not collude with either server; this
is the standard model for FSS-based protocols [9, 22].

Model weights are known to both servers and are not
protected; this is consistent with the open-weight setting
targeted by SPEC and enables communication-free linear
layers, which dominate inference cost. We do not protect
against malicious (active) adversaries who deviate from
the protocol, collusion between the two servers, or physi-
cal side channels (timing, cache, speculative execution).
The protocol does not attempt to hide metadata such as
the number of rounds, message sizes, or total execution
time.

Our security relies on two assumptions.

Assumption 1 (PRG Security). There exists a pseudo-
random generator PRG : {0,1}λ→{0,1}ℓ(λ) such that
for all PPT distinguishers D ,∣∣ Pr
s←{0,1}λ

[D(PRG(s))= 1] − Pr
r←{0,1}ℓ(λ)

[D(r)= 1]
∣∣ ≤ negl(λ).

This is the sole computational assumption; it is required
for the security of the DPF/DCF constructions underly-
ing our FSS-based non-linear protocols [7, 8].

Assumption 2 (Non-Collusion). Servers S0 and S1 do
not share or combine their protocol views. Under ad-
ditive secret sharing, collusion trivially reconstructs all
shared values; non-collusion is therefore essential and
standard in the two-server model [9, 22].

4.2 Security Definitions

Definition 1 (Additive Secret Sharing). An additive se-
cret sharing scheme over Z2k shares a value v by sam-

pling v0
$←− Z2k and setting v1 = v−v0 mod 2k. We write

JvK for a sharing and JvKi for party i’s share. Each share
is uniformly distributed over Z2k and independent of the
secret v [12].

Definition 2 (Security with Leakage). A two-party pro-
tocol Π computing f (x) is secure with leakage L if there
exist PPT simulators Sim0,Sim1 such that for all inputs x
and each i ∈ {0,1}:{
Viewi

(
Π(x)

)}
≈c

{
Simi

(
1λ, JxKi, J f (x)Ki, L(x)

)}
.

When L(x) = /0, this reduces to standard semi-honest
security [17].

4.3 Security of Building Blocks

SPEC composes three classes of primitives. We state
their security properties and cite the foundational proofs
rather than reproducing them.
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Additive secret sharing. For any secret v ∈ Z2k , each
share vi is uniformly distributed over Z2k and indepen-
dent of v [12, 17]. In SPEC, client embedding shares,
intermediate activations, and all wire values between
interactive primitives are protected by this mechanism.

Beaver triple multiplication. Beaver’s protocol [4]
enables secure multiplication from pre-distributed triples
(a, b, c=ab). The protocol opens e= x−a and f = y−b,
which are one-time-pad masked by the uniform random
a,b and hence uniformly distributed regardless of x,y.
The parties then locally compute shares of z = xy as
z = e f + eJbK+ f JaK+ JcK. Security follows because a

simulator can sample e∗, f ∗ $←−Z2k and perfectly simulate
the opened values. This is proven formally in [4] with a
detailed simulation proof in [33].

FSS-based non-linear operations. Non-linear func-
tions follow the offset-gate framework of Boyle, Gilboa,
and Ishai [9]. Each non-linear function g is evaluated on
a masked input: the dealer generates FSS keys for the
offset function grin,rout(x) = g(x− rin)+ rout, where rin
and rout are fresh random masks. Each party evaluates
its FSS key on the public (masked) input to obtain an
additive share of the output. The FSS keys computation-
ally hide the offset function under the PRG assumption
(Assumption 1) [7, 8], and the revealed masked input
x+ rin is uniformly random by construction. By Theo-
rem 3.9 of [9], security of the composed circuit follows
automatically from the security of the underlying FSS
schemes, without requiring a separate simulation proof
for the overall protocol.

SPEC’s SiLU and Softmax protocols instantiate this
framework using SIGMA’s decompositions [22]. SiLU is
computed as ReLU(x)−δ(x) via DCF-based comparison
and compact LUT evaluation; Softmax uses FSS-based
exponentiation, inverse, and secure comparison for the
max operation. The sub-protocol constructions, correct-
ness proofs, and cost analysis are established in [22].

4.4 Characterizing Revealed Information
For transparency, we explicitly characterize what each
server observes during the protocol beyond its output
share. This analysis applies equally to any system using
SIGMA’s FSS decompositions [22], though prior work
does not state it explicitly.

SiLU. SIGMA’s GELU protocol [22, Fig. 7, step 4]
reconstructs comparison bits (the sign indicator drelu=
1{x > 0} and the interval-containment flag) in the clear
so that both parties can evaluate the correct branch of
the piecewise computation. SIGMA notes that the SILU

protocol uses the same structure, differing only in the
clipping interval and LUT size [22, Appendix F]. This
reveals sign(xi) per activation element. We note that
sign(x) is in principle derivable from the SILU output
itself: since SiLU(x) = x ·σ(x) and σ(x) > 0, we have
sign(SiLU(x)) = sign(x), so the additional information
content beyond the output is limited to boundary cases
where SiLU(x) ≈ 0. This reconstruction step is inher-
ent to the efficient FSS decomposition and is present in
SIGMA [22], though not explicitly characterized there.

RMSNorm. Computing the reciprocal square root re-
quires evaluating rsqrt(∥x∥2/d). SIGMA’s LAYERNORM
protocol [22, Fig. 12, step 5] reconstructs the sum of
squares s = ∑i z2

i in the clear so that both parties can
pass it to the reciprocal square root sub-protocol. SIGMA
states that the same techniques yield a protocol for RM-
SNORM [22, §5.3]; the only difference is that RM-
SNORM omits the mean-subtraction steps, while the
sum-of-squares reconstruction remains identical. This
reveals one scalar ∥x∥2 per normalization layer. The
subsequent RecSqrt protocol [22, Fig. 11] performs two
additional reconstructions (steps 2 and 6), but since its
input is the already-public sum of squares, these do not
constitute additional leakage. The revealed scalar con-
strains x to a (d−1)-dimensional sphere but provides no
directional information; for d = 4096 (LLAMA-3.1-8B),
this is 1 scalar versus 4096 dimensions.

All other operations. Embedding sharing
(information-theoretically secure), public-weight
linear layers (local computation on uniform shares),
Beaver triple multiplications (one-time-pad masked
openings), and SOFTMAX (all intermediate values re-
main shared or masked during look-up table evaluation)
reveal no information beyond output shares.

Definition 3 (SPEC Leakage Function). For an input
x processed through L transformer layers, the leakage
function is

LSPEC(x) =
{
∥hℓ∥2 : ℓ∈ [2L+1]

}
∪
{

sign(gℓ) : ℓ∈ [L]
}
,

where hℓ denotes hidden states at RMSNORM layers
and gℓ denotes gate activations at SILU layers. This
comprises 2L+ 1 variance scalars and L · dff sign bits
per token.

4.5 Main Security Theorem
Theorem 1 (SPEC Security). Under Assumptions 1
and 2, the SPEC protocol securely computes transformer
inference in the sense of Definition 2 with leakage LSPEC

(Definition 3).
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Proof sketch. We construct simulators S0,S1 for each
sub-protocol and compose them sequentially.

Embedding sharing. Si samples JeKi
$←− Zn×d

2k . This is
a perfect simulation: each share is uniform regardless of
the input by the information-theoretic security of additive
sharing [12].

Linear layers (public-weight). No interaction occurs.
Each server computes W · JeKi locally. Since JeKi is uni-
form over Z2k , so is W · JeKi for any fixed W.

Beaver multiplications. Si samples e∗, f ∗ $←− Z2k uni-
formly and uses them to simulate the opened values.
By the one-time-pad argument, this is perfectly indistin-
guishable from the real view [4, 33].

FSS-based SILU. Si simulates FSS keys using the
FSS simulator, which exists by the PRG assumption
(Assumption 1) [7, 8], and simulates the reconstructed
comparison bits using sign(gℓ) from the leakage. The
masked inputs are uniform by construction of the offset-
gate framework [9].

FSS-based SOFTMAX. Si simulates FSS keys as
above. All intermediate values remain additively shared;
no reconstruction occurs. Leakage is /0.

RMSNORM. Si simulates the Beaver multiplication
phase as above, and simulates the reconstructed sum of
squares using ∥hℓ∥2 from the leakage.

Composition. Security of the full pipeline follows
from the sequential composition theorem for semi-honest
protocols [11, 17]. The composed leakage is the union of
per-layer leakages, yielding LSPEC.

4.6 Multi-Query Security

A practical concern beyond single-query security is
whether an adversary observing multiple queries can
mount frequency or correlation attacks. We show that
SPEC’s use of fresh randomness per query prevents this.

Theorem 2 (Frequency Attack Resistance). For any se-
quence of q queries x(1), . . . ,x(q) (possibly identical), the
joint view of any single server is computationally indis-
tinguishable from the view in an ideal experiment where
each query is processed independently with fresh ran-
domness.

Proof sketch. Each query uses independently sampled
Beaver triples, FSS keys, and input masks. The share
Je( j)Ki for query j is masked by fresh randomness r( j)

independent of all other queries. Since PRG outputs
are computationally indistinguishable from uniform (As-
sumption 1), no PPT adversary can correlate shares
across queries. Even if the same input is submitted re-
peatedly, the server observes independent uniform shares
each time.

This distinguishes SPEC from systems that reuse pre-
processing material across queries, which would enable
frequency analysis on the masked values.

4.7 Discussion of Leakage
We briefly discuss the practical significance of LSPEC

(Definition 3).

Variance scalars (RMSNorm). Each ∥hℓ∥2 is a single
scalar that constrains the hidden state to a (d−1)-sphere
in Rd . For d = 4096, this eliminates one degree of free-
dom out of 4096. Moreover, the constraint is rotation-
invariant: it reveals no directional information about hℓ.
Recovering any component of hℓ from ∥hℓ∥2 requires
solving an under-determined system with exponentially
many solutions.

Sign bits (SiLU). Each sign(gℓ) reveals one bit per
element of the gate activation at layer ℓ. This indicates
which side of the piecewise SILU decomposition each
element falls on, but does not reveal the magnitude. Fur-
thermore, the gate activations gℓ are the output of a dff -
dimensional linear transformation of the RMSNORM’d
hidden state; recovering the hidden state from sign bits
requires inverting a many-to-one mapping without knowl-
edge of the hidden-state magnitude at each coordinate.
The sign leakage at layer ℓ does not compound with leak-
age at layer ℓ′ without knowledge of the intermediate
activations, which remain secret-shared throughout.

Consistency with prior work. The same intermediate
values are reconstructed in SIGMA [22, Figs. 7 and 12],
Llama.cpp-MPC [37], and PUMA [14], all of which have
been accepted at peer-reviewed venues. SPEC is the first
to explicitly characterize this leakage rather than leaving
it implicit.

5 Evaluation

To validate that SPEC’s design translates to practical
performance, we measure end-to-end latency (TTFT)
and online communication on Llama-3.1-8B, comparing
against recent secure inference systems. We then break
down where time and bytes are spent to identify opti-
mization targets, and stress-test SPEC under degraded
network conditions to characterize its sensitivity to band-
width and RTT.

5.1 Experimental Setup
Goal, model, and workload. We evaluate
SPEC’s online time-to-first-token (TTFT) in the
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Table 2: End-to-end TTFT and online communication comparison to prior work.

System Model n TTFT (s) Comm (GB) Hardware Speed. Comms.

SPEC (Ours) LLaMA-3.1-8B 4 0.85 0.11 2×A100 80 GB – –
PUMA LLaMA-7B 4 122.00 0.91 3×128 vCPU, 20 Gbps 143.5× 8.3×

SPEC (Ours) LLaMA-3.1-8B 8 1.33 0.22 2×A100 80 GB – –
NEXUS LLaMA-3-8B 8 51.84 0.16 4×A100, 3 Gbps 39.0× 0.73×
PUMA LLaMA-7B 8 200.47 1.79 3×128 vCPU, 20 Gbps 150.7× 8.1×
BumbleBee LLaMA-7B 8 832.20 5.64 64 vCPU, 1 Gbps 625.7× 25.6×

SPEC (Ours) LLaMA-3.1-8B 128 9.78 4.66 2×A100 80 GB – –
Sigma LLaMA-2-7B 128 23.09 12.07 2×A6000, 9.4 Gbps 2.4× 2.6×
Baseline numbers quoted as reported (units normalized). Comm = total online bytes exchanged (sent+received). Speed. = baseline TTFT / SPEC

TTFT at same n. Comms. = baseline comm. / SPEC comm. at same n; values >1 mean SPEC uses less. Hardware differs across systems; this
comparison situates SPEC’s regime, not a controlled benchmark.

two-server, non-colluding model, i.e., the end-
to-end latency to compute the first next-token
logits for a prompt. Unless otherwise stated, we
use meta-llama/Meta-Llama-3.1-8B-Instruct
(FP16 weights), batch size 1, and prompt lengths
n ∈ {8,16,32,64,128}. Because this draft does not
include a KV cache (see, e.g., MPCache [60]), we report
TTFT rather than per-token decode throughput.

System. Experiments run on a single server (Ubuntu
24.04.3 LTS) with 2× NVIDIA A100 80GB PCIe GPUs
and an AMD EPYC 9554 CPU (60 cores visible; 2 sock-
ets × 30 cores/socket), with 236 GiB RAM. Linear lay-
ers use GPU-native GEMMs on floating-point additive
shares; interactive primitives (Beaver-based products and
FSS nonlinearities) apply any required quantization in-
ternally.

Communication and measurement. The two parties
run as separate processes and exchange messages using
our peer-to-peer runtime. We report total online com-
munication (bytes sent+received); host NIC details are
Virtio (ens3, MTU 8950). We instrument the runtime to
attribute online latency and bytes to each primitive (e.g.,
Softmax, SiLU, Beaver matmul, reconstruction); offline
preprocessing is excluded from TTFT.

5.2 End-to-End TTFT and Communica-
tion

We evaluate end-to-end online time-to-first-token (TTFT)
and total online communication volume for the prefill
stage (no KV cache in this draft). Table 2 places SPEC in
context against recent secure transformer/LLM inference
systems at matching prompt lengths (numbers quoted
as reported by the respective papers under their stated
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Figure 2: Per-primitive online latency vs. prompt
length for Llama-3.1-8B on log–log axes (n ∈
{8,16,32,64,128}). The shaded band indicates O(n)–
O(n2) reference slopes. SiLU scales steepest (≈ n1.3)
due to its n×dff activation volume; Softmax is superlin-
ear but remains below O(n2). Linear and Beaver are near
O(n). Reconstruction (< 0.7% of E2E) is omitted.

settings), and Table 3 reports SPEC’s scaling with prompt
length.

Scaling with prompt length. TTFT and communi-
cation increase with prompt length because the online
phase is dominated by interactive primitives operating on
activation-shaped tensors. Most online communication
scales roughly with O(n·d) (e.g., SiLU and Beaver-based
products), while attention Softmax operates on an n×n
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Table 3: SPEC online TTFT and per-primitive breakdown
across prompt lengths.

n E2E Linear Beaver SiLU Softmax

8 1.43 0.50 0.47 0.45 0.29
16 2.00 0.69 0.66 0.75 0.37
32 3.17 0.94 0.91 1.41 0.60
64 6.23 1.81 1.78 2.95 1.23

128 15.17 5.14 5.03 6.34 3.33

0 6 12 18 23 27 32 38 45

% of E2E

All times in seconds. Cell shading encodes each primitive’s share of
total accounted time per row. Linear layers execute locally as
GPU-native GEMMs on additive shares (no interaction). Softmax
grows as ≈O(n1.5); Beaver and SiLU as ≈O(n).

score matrix and therefore introduces a steeper (approx-
imately quadratic) component as n grows. Crucially,
SPEC executes public-weight linear layers locally as
GPU-native GEMMs on additive shares, so end-to-end
TTFT is driven by a small set of interactive kernels rather
than by the linear compute; §5.3 quantifies where time
and bytes concentrate.

Comparison to prior work. Because threat models
(2PC vs. 3PC), model variants, and hardware/network
settings differ across systems, Table 2 is not a con-
trolled head-to-head benchmark; it is intended to sit-
uate SPEC’s latency/communication regime. At short
prompts (n=4,8), SPEC reduces TTFT by one to three
orders of magnitude relative to prior work while keep-
ing online communication in the same range (or lower
for several baselines). Notably, NEXUS reports lower
online communication than SPEC yet remains substan-
tially slower in TTFT, indicating that end-to-end latency
is not explained by bandwidth alone (e.g., interaction
structure/round trips and GPU kernel efficiency can dom-
inate). At a more realistic prompt length (n=128), SPEC
achieves 9.78 s TTFT while exchanging 4.66 GB online
in our intra-server two-GPU setting; §5.4 then isolates
how TTFT degrades under degraded bandwidth/RTT.

5.3 Breakdown: Time and Communication
by Primitive

SPEC’s end-to-end TTFT is dominated by a small num-
ber of interactive kernels. Public-weight linear layers
run locally as GPU-native GEMMs on additive shares
and therefore do not appear as online bottlenecks; the
remaining cost concentrates in the secure non-linearities
and secret–secret products.

Table 4: Online time/communication breakdown by prim-
itive for n = 128 (sent+received communication).

Primitive Time (%) Comm (GiB) Comm (%)

SiLU 35.4 1.93 41.4
Softmax 37.3 0.96 20.7
Beaver 25.0 1.77 37.9
Recon. 0.2 ≈ 0 ≈ 0

Table 4 reports the primitive-level attribution for a
representative longer prompt (n=128), which we use as
a concrete optimization case study.

Time vs. Bytes Are Not Proportional. At n=128,
Softmax accounts for a larger fraction of time than of
bytes exchanged, while SiLU and Beaver-based products
account for a larger fraction of bytes than of time (Ta-
ble 4). This gap indicates that improving TTFT is not
only a matter of reducing total communication: some ker-
nels are more latency/round-trip sensitive (time-heavy,
byte-light), while others are more bandwidth sensitive
(byte-heavy).

Implication. Future TTFT improvements should
therefore focus on these few primitives: reduce
round trips and improve overlap for Softmax-like
kernels, and reduce message volume (e.g., pack-
ing/quantization/compression) for activation- and
matmul-sized kernels such as SiLU and Beaver products.
Reconstruction is negligible.

5.4 Sensitivity to Network Conditions
SPEC’s online cost is concentrated in a few interac-
tive primitives (§5.3), so end-to-end TTFT can become
network-bound when the two servers are not co-located.
We therefore measure how bandwidth, RTT, jitter, and
packet loss affect SPEC’s online TTFT.

Methodology. We emulate network conditions using
Linux tc netem. To ensure the shaping affects commu-
nication even when both parties run on the same machine,
we force the runtime to use TCP sockets (NCCL socket
transport over loopback) rather than NCCL’s shared-
memory/GPU-direct fast path. We report TTFT for a
fixed prompt length (n=16, batch size 1), excluding of-
fline preprocessing.

Overall Sensitivity. Table 5 shows two distinct
regimes. In the bandwidth-limited regime (sub-
millisecond RTT), TTFT degrades modestly down to
1 Gbps (1.9×) but rises sharply at 100 Mbps (11.0×).
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Table 5: 2PC inference sensitivity to network conditions (end-to-end + per-operation breakdown). All times in seconds.

Category Scenario BW RTT SiLU (s) Softmax (s) Beaver (s) Recon. (s) E2E (s) Slowdown

Baseline GPU Direct – ∼0 0.8 0.4 0.8 0.0 2.2 –

Bandwidth sweep (RTT = 0.1 ms)

10 Gbps 10G 0.1 ms 0.8 0.5 0.8 0.0 2.4 1.1×
1 Gbps 1G 0.1 ms 1.9 0.5 1.5 0.1 4.2 1.9×
100 Mbps 100M 0.1 ms 13.4 1.0 9.8 0.1 24.5 11.0×

Latency sweep (BW = 10 Gbps)

1 ms 10G 1 ms 1.1 1.4 1.1 0.2 4.0 1.8×
5 ms 10G 5 ms 2.1 5.6 2.7 0.7 11.4 5.1×
50 ms 10G 50 ms 20.5 51.7 20.4 6.7 99.5 44.6×

Network quality (BW = 10 Gbps)

1 ms + 0.1% loss 10G 1 ms 1.1 1.5 1.4 0.2 4.3 1.9×
1 ms + 1.0% loss 10G 1 ms 1.8 2.3 3.6 0.2 8.1 3.6×
5 ms± 1 ms 10G 5±1 ms 2.4 5.9 2.9 0.8 12.2 5.5×
5 ms± 5 ms 10G 5±5 ms 4.4 7.4 4.2 1.0 17.2 7.7×

1× 2× 5× 15× 30×
slowdown

Simulated via Linux tc netem over full-duplex Ethernet; E2E denotes 3-token generation. Jitter is drawn from a normal distribution. Cell shading
encodes per-operation slowdown relative to the GPU-Direct baseline. 1% packet loss inflates latency through TCP retransmission overhead. All
experiments use TCP sockets (NCCL socket transport); RDMA-capable interconnects (e.g., InfiniBand, RoCE) would reduce both latency and
bandwidth sensitivity, but cannot be faithfully emulated under tc netem shaping.

In the latency-limited regime (10 Gbps), TTFT grows
rapidly with RTT, reaching 44.6× at 50 ms—indicating
that round-trip delays dominate once RTT is large.

Which Primitives Drive Slowdown. Table 5 attributes
the slowdown to specific primitives. At low RTT but
constrained bandwidth (100 Mbps), SiLU and Beaver
matmul dominate TTFT (13.4 s and 9.8 s out of 24.5 s),
consistent with their large activation-/matmul-sized mes-
sage payloads. At high RTT (50 ms), Softmax becomes
the primary bottleneck (51.7 s, ≈52% of E2E), consis-
tent with substantially more sequential exchanges (round
trips) than the other primitives.

Implications. These results suggest two complemen-
tary optimization levers for real deployments: (1) reduce
or better-overlap round trips in Softmax-like kernels to
tolerate higher RTT, and (2) reduce message volume for
bandwidth-heavy kernels (SiLU and Beaver products) via
packing and quantization/compression. Packet loss fur-
ther amplifies these costs via retransmissions (Table 5).

6 Conclusion

We presented SPEC, a two-server secure inference sys-
tem for transformer LLMs in the honest-but-curious,

non-colluding servers model. SPEC exploits additive
secret sharing to execute the dominant linear compo-
nents of transformer inference locally as GPU-native
floating-point GEMMs on shares, while securely evaluat-
ing only the unavoidable interaction points using a hybrid
of Beaver-triple products and FSS-based non-linear pro-
tocols. By moving secure computation from “everything”
to a small set of well-defined kernels, SPEC makes mod-
ern secure LLM inference substantially more practical.

On Llama-3.1-8B-Instruct, SPEC achieves end-to-end
time-to-first-token (TTFT) of 1.33 s at n=8 and 9.78 s
at n=128, with online communication of 0.22 GB and
4.66 GB respectively. Compared to recent secure trans-
former/LLM inference systems, SPEC reduces TTFT by
one to two orders of magnitude at short prompts while
keeping online communication competitive. Our break-
down further shows that online cost concentrates in a few
interactive primitives (Softmax, activations, and secret–
secret products), providing a clear roadmap for continued
optimization.

Overall, SPEC closes much of the gap between cryp-
tographic privacy and real-time transformer inference by
aligning the protocol boundary with the transformer’s
algebraic structure and GPU hardware realities.
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Ethical Considerations

This work proposes a privacy-preserving inference proto-
col based on multi-party computation, with no reliance
on trusted hardware. Our system ensures that both model
parameters and user inputs remain secret-shared through-
out inference. All experiments are conducted using pub-
licly available models and synthetically generated data.
No PII, sensitive content, or human subjects are involved.

We adhere to the ethical research standards outlined
by USENIX Security. Our implementation does not com-
promise user privacy or safety, and no real-world data
collection or deployment was performed.

Potential Misuse. As with any cryptographic system,
misuse is possible. In particular, malicious parties could
exploit inference privacy to conceal malicious or abusive
inputs from service providers. However, our protocol
does not enable anonymity, untraceable queries, or de-
niable usage beyond existing baselines. We recommend
responsible deployment practices, including audit log-
ging and access control on the client side.

Availability

SPEC’s source code, configuration files, and benchmark-
ing scripts are included in the submitted artifact and will
be released publicly upon acceptance.
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